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The State of Autonomous Networking 
 
Autonomous Networking builds on decades of Telecom industry progress in adopting new 
technologies and reorganizing operations to improve productivity, reduce costs and 
optimize customer experiences. With each successful round of transformation, the 
network became more responsive, intelligent and adaptable, but also more complex. 
 
The tremendous interest in Autonomous Networking is tacit acknowledgement that the 
operations of increasingly dynamic networks exceed hands-on human management and 
control. The advent of Autonomous Networking is more than just another natural extension 
of past automation initiatives; it represents an inflection point and a phase change. Telcos 
see an opportunity to devolve responsibility for network management to a new class of 
Generative AI powered software agents that can reason, plan and execute independently. 
Agents that operate 24 hours a day at a speed and scale that humans simply can’t match. 
 
While classic Bayesian AI (including Machine and Reinforcement Learning) have been part 
of logic-based network management for decades, recent advances in Generative AI and 
Agentic AI have raised expectations for truly Autonomous Networks. Communication 
Service Providers (CSPs), many of which have signed the TM Forum’s Autonomous 
Networking Manifesto, seek to push beyond traditional program logic and static workflows.  
 
The vision is that this new class of agents use a Large Language Model as an “intelligence 
layer” to observe and predict events, perform root cause analysis, make decisions and 
take actions independently. The general presumption is that there will be humans-in-the-
loop for oversight, however agents will eventually take over real-time, continuous 
operational control.  
 
Of course, Telco-grade anything is hard – it is an intentionally high-bar set to ensure 
reliable and available networks. Most CSPs are still struggling to move Agentic AI from 
experimentation into production.  Much of the enterprise AI story is still aspirational and 
generally limited to low-hanging use cases with minimal impacts. Current industry 
implementations include natural language interfaces to improve customer service 
interactions; content generation for drafting documents and code; and document and 
code analysis and summarization. Agentic NetOps automation, let alone full-blown 
Autonomous Networking, largely remains out of reach for production environments.  
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It’s a Matter of Trust 
 
While Deep Learning’s promise is to replace logical models, Generative AI has limited 
reasoning and planning powers. Large Language Model (LLM) inferences, regardless of the 
amount of training, tuning and tokens are brute-force statistical computations, don’t have 
the accuracy, consistency or explainability of deterministic approaches, nor the 
performance, scalability and efficiency. The use of weights and guardrails also doesn’t 
change the fact that Generative AI is data-centric by design, which is why it lacks the 
coherence, reliability and trust of “classic” or Symbolic AI (i.e., structured domain 
knowledge, ontologies and knowledge graphs).  
 
Language models cannot reliably distinguish belief from knowledge and fact (November 2025) 
 
The Illusion of Thinking: Understanding the Strengths and Limitations of Reasoning Models via the Lens of 
Problem Complexity (June 2025) 
 
Agentic AI, which depends on Language Models as an “intelligence layer” to execute 
behavior, increases the blast radius of non-deterministic reasoning and planning. Issues 
and risks multiply as agents make decisions and take actions, which cascade and 
compound through multi-agent coordination and multi-step workflows. The latest 
research studies show that Agentic AI execution quality degrades as complexity (i.e., 
number and variety of nested tasks) increases. This bodes poorly for industry autonomous 
networking initiatives as Telecommunication networks are amongst the most complex 
systems ever created.  
 
The Hot Mess of AI: How Does Misalignment Scale With Model Intelligence and Task Complexity? (January 
2026) 
 
NESTFUL: A Benchmark for Evaluating LLMs on Nested Sequences of API Calls (November 2025) 
 
The answer for coherence, reliability and trust lies beyond Generative AI’s Transformer 
Model. Organizations require a balanced solution that leverages the power of Language 
Models while mitigating their limitations and issues, to enable safe Agentic automation. 
Autonomous Networking needs a Knowledge Plane to bring order to telco data and harness 
the power of AI. 
 
 
  

https://www.nature.com/articles/s42256-025-01113-8
https://machinelearning.apple.com/research/illusion-of-thinking
https://machinelearning.apple.com/research/illusion-of-thinking
https://arxiv.org/abs/2601.23045
https://research.ibm.com/publications/nestful-a-benchmark-for-evaluating-llms-on-nested-sequences-of-api-calls
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Network Myopia is the Roadblock for Autonomous Networking 
 
Another open industry challenge is that historically fragmented operations, with siloed 
domains and stove piped teams, have incomplete visibility - no one can see the forest for 
the trees. This situation results in duplicated effort, incomplete and incorrect analysis, and 
delayed and sub-optimal actions.  
 
To this day, network engineers still fill process gaps with ad hoc communications, custom 
code, and manual, one-off, point-to-point integration. These unmodeled, disconnected 
actions make the network opaque and brittle.  
 
For Agentic AI to succeed, all this siloed and implicit domain knowledge, business logic 
and workflow must be made explicit in a harmonized, machine-readable Telco Knowledge 
Plane.  
 
This would enable agents to continuously monitor the network, proactively correlate 
events across layers and domains, improve RCA, accelerate MTTR, contextualize actions 
and map trouble tickets to incidents. The Knowledge Plane is key to achieving continuous 
assurance and optimization to improve service quality and maximize resource utilization.  
 
The Telco Knowledge Plane 
 
A Knowledge Plane is critical to connecting disparate data sources and providing a unified 
model to enable Agentic AI. The Knowledge Plane is an intermediary and a consistency 
layer between intent and action.  
 
The original vision of a Telco Knowledge Plane, inspired by the Internet in the early 2000s, 
was an abstraction layer for cognitive network analysis1. In more recent industry papers, a 
Telco Knowledge Plane is expected to be more operational2. Rather than being just another 
data integration and analytics strategy, it is supposed to support intent-based 
orchestration and autonomous networking.  
 
Conceptually, a Telco Knowledge Plane provides a harmonized network model with shared 
domain semantics and metadata (i.e., an ontology) to enable deterministic reasoning 
across a multi-domain network. The Knowledge Plane should expose a unified interface to 
enable consistent queries and commands over heterogenous network functions, systems 
and environments. This is a foundational requirement for coherence, reliability and trust. 

https://dl.acm.org/doi/10.1145/863955.863957
https://intwiki.etsi.org/images/ETSI_5G_PoC_White_Paper_No_6.pdf
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Unfortunately, early initiatives lacked practical implementations and business drivers. By 
2016, CSPs shifted their attention from OpenStack to Kubernetes and focused on 
transforming network infrastructure for Telco-cloud. Only recently, at the tail end of that 
journey, did the Telecom industry start to recognize that without high-level abstractions 
managing cloud-native functions is very difficult. 
 
It’s Time for Telco Knowledge Plane! 
 
In 2026, the Knowledge Plane concept is now resurgent. After a decade of building Telco-
cloud on static templates, manual integration, custom scripts and low-level YANG configs 
the industry is starting to recognize that intent-based orchestration, programmable 
networking and Agentic AI require a unified network model for end-to-end, multi-domain 
automation, they still just don’t know how to do it.   
 
In a recent article, How topology and ontology can build the future network without 
apology, Mark Sanders, Chief Architect at Telstra and Head of Autonomous Networks (AI) 
Enablement, proclaimed, “If 2025 has been the year of Agentic AI, developing this 
Knowledge Plane would move 2026 to being the year of Ontology...”.  While the article 
makes the industry’s interest clear, it doesn’t outline a solution; it’s left as an open 
question. 
 
The problem is hard because the Telecom domain is inherently complex; it's highly 
distributed, dynamic, and diverse. It's also highly dimensional with complex relationships 
and dependencies between objects, services, environments, and infrastructure.  
 
Processing real-time context is an Input/Output and processing intensive, which makes 
reasoning across a multi-vendor, multi-domain, multi-cloud network an "expensive" 
operation. This is referred to as “the abstraction tax”. It has historically been out of reach 
of conventional knowledge-driven engineering approaches.  
 
It's worth noting that Semantic Web and Labeled Property Graphs have been around for 
twenty-five years. If they were the solution, then this problem wouldn't exist. Many Telco 
graph initiatives have fallen short of their objectives. Despite ambitious objectives, current 
industry projects are generally narrow in scope with limited capabilities3,4. They struggle 
with developing a unified model, let alone operationalizing one for consistency and 
performance with strong governance at scale. 
 

https://the-mobile-network.com/2025/10/how-topology-and-ontology-can-build-the-future-network-without-apology/
https://the-mobile-network.com/2025/10/how-topology-and-ontology-can-build-the-future-network-without-apology/
https://datatracker.ietf.org/doc/html/draft-mackey-nmop-kg-for-netops
https://arxiv.org/abs/2507.08164
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EnterpriseWeb Telco Knowledge Plane 
 
From the start, EnterpriseWeb has been motivated by these challenges. The company took 
a Computer Science first-principles approach and built its platform from the ground up to 
model complex real-world operations and enable real-time, enterprise-grade, contextual 
automation. It is the subject of EnterpriseWeb’s 23 awarded US patents and the power 
behind its many award-winning industry projects.  
 
EnterpriseWeb lowers the cost of context for real-time, Telco-grade automation 
 
The company’s agent-based, ontology-driven, no-code platform - 
 
• Enables the rapid declarative modeling of complex, multi-dimensional and conditional 

operational domains  
• Eases and speeds domain ontology design, use and maintenance by providing useful 

primitives, building blocks and services, and wrapping everything with strong 
governance 

• Supports efficient deterministic reasoning for multi-vendor, multi-domain, multi-cloud 
use cases that are highly-performant, scalable and resilient 

• Provides a Knowledge Plane for efficient Context-as-a-Service for Language Models, 
and secure shared memory for multi-agent coordination and complex, multi-step, long-
running workflows 

 
While EnterpriseWeb’s technology is applicable across industries, the company focused 
on the Telecom Domain because it presents a superset of distributed systems complexity. 
 
Telecom Ontology 
 
Telcos can immediately leverage EnterpriseWeb’s Telecom Ontology out-of-the-box and 
customize it to align with their operations and environments. 
 
The Telecom Ontology includes: 
 
● Concepts and APIs from 3GPP, O-RAN Alliance, TM Forum, ETSI, MPLIFY, TOSCA, LF 

CAMARA, etc. 
● Telecom protocols and formats including REST/JSON, NETCONF/YANG, SNMP/MIB, 

SIP, etc. 
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● Implementations of Cloud and AI interfaces such as HTTP/2, OpenConfig, MCP, A2A, 

etc. 
● A catalog with 200+ richly modeled objects (Network Functions and general IT 

components - licenses not included) 
● Blueprints for common NetOps workflow patterns 
 
Telcos can readily extend the Telecom Ontology by importing their existing information 
models in JSON, YAML, RDF, etc. On import, EnterpriseWeb introspects, entity extracts 
and algorithmically maps the telecom operator’s concepts, types and policies to the 
Telecom Ontology. Telcos can curate and manage their ontology to adapt with 
organizational change, with EnterpriseWeb providing version control and strong 
governance. All customizations and extensions remain the Communication Service 
Provider’s intellectual property. 
 
No-code design-environment 
 
EntepriseWeb’s ontology-driven no-code platform supports declarative design and 
programmable networking. Everything is connected through shared domain semantics and 
metadata. EnterpriseWeb provides Blueprints for common workflow patterns to ease and 
speed modeling of event-driven goal-oriented NetOps processes. Instead of one-off 
schemas, manual integrations and custom rules per use case, EnterpriseWeb’s design 
environment supports native mappings to the Ontology and domain objects in a catalog, 
and provides for the modeling of simple conditional logic or complex algorithms. 
 
Ready-to-use Blueprints include: 

● Onboarding of Network Functions (XNFs, CNFs, VNFs, PNFs) with change 
management 

● TestOps mapping object types to test agents, deploying to test environments, 
executing tests and evaluating results and releasing resources 

● Declarative composition of intent-based Network Services with lifecycle 
management with re-usable templates for common service patterns 

● Deployment workflows for infrastructure independent Network Services which 
deploy, configure and integrate service elements, hosts and networks 

● Management plans dynamically instantiating and configuring observability and 
AIOps for continuous assurance and optimization 

● LangGraph Agents with network personas and hooks back to Ontology, Objects, 
and Workflows as a Service via MCP protocol and through a secure AI gateway 
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Supported Telco Use Cases 
 

• NetDevOps automation  
o Day 0 onboarding and declarative catalog-driven composition and testing  
o Day 1 automated deployment with observability 
o Day 2+ continuous assurance and optimization with AIOps, autonomous 

networking, and active inventory 
• AI-powered 5G RAN network automation 

o Slice Management 
o Service Lifecycle Management 
o Application Performance Management 
o Programmable Networking 

• Generative AI and Agentic AI support 
o Natural Language Interface 

▪ “Talk to the Network” to design, deploy and manage services 
o Comprehensive Observability and AIOps  
o Anomaly detection 
o Failure prediction 
o Threat detection (with security software) 
o RCA/Troubleshooting  
o Human-in-the-Loop 
o Trouble shooting 

▪ Logs of all model and agent activity 
▪ Real-time distributed trace of all actions 

• Autonomous Networking 
o Performance optimization 
o Resource optimization 
o Energy optimization 

• Sustainability - low-token, low-latency, resource and energy-efficient 
o CPU-first Generative AI 
o Edge AI  

• Network APIs – No-code abstraction over the set of CAMARA APIs with security and 
governance 
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Generative AI and Agentic AI Pioneers 
 
In May 2023, only a couple of months after Microsoft’s GPT-4 was integrated into ChatGPT, 
significantly improving its output and performance, EnterpriseWeb set the bar for the 
industry at The Big5G Event with the premiere of “Telco-grade Generative AI for Intent-
based, End-to-End Orchestration” in collaboration with Microsoft Telecom. That award-
winning presentation showed the company’s Telecom Ontology based Knowledge Plane 
acting as a control language over Large Language Models (LLMs).  
 
While GraphRAG simply chunks documents to serve context to an LLM, a blunt instrument 
at best, EnterpriseWeb uses its Telecom Ontology to enrich and deterministically validate 
LLM outputs so they could be used safely as managed inputs in Telco-grade workflows. 
Language Model hallucinations are eliminated by grounding inferences with domain 
concepts, types and policies. The platform imposes Bayesian Logic over Generative AI’s 
stochastic computations so LLM outputs can be used safely as managed inputs.  
 
EnterpriseWeb makes the Knowledge Plane the center of the solution architecture; 
Language Models are just other dynamically orchestrated local or cloud-based endpoints 
for inferences. This allows Telcos to plug-in generic models with no training or tuning and 
get immediate benefit as the industry expertise is captured in the ontology. It also enables 
CSPs to update and replace models easily to keep up with the rapidly evolving technology. 
 
In September 2024, EnterpriseWeb collaborated with Dell, Intel and Red Hat to 
demonstrate “CPU-first Generative AI”. In another award-winning presentation the 
company showed how the Telco Knowledge Plane can enable optimized network and AI 
workloads on a Dell edge server running XEON 4 running OpenShift AI and Granite 3B. 
EnterpriseWeb’s domain-oriented Generative AI architecture uses Language Models in a 
very precise manner for targeted inferences, while deterministic reasoning and planning is 
shifted back to the Knowledge Plane. The approach is low-token, low-latency and energy-
efficient, enabling AI at the edge – no GPUs required! 
 
In 2025, EnterpriseWeb continued to advance the industry. This time partnering with 
Snowflake, the leading provider of cloud-based data and AI services. EnterpriseWeb’s no-
code integration and automation platform naturally complements and extends 
Snowflake’s portfolio for data-driven, knowledge-based networking 
  

https://www.einnews.com/pr_news/657214559/enterpriseweb-wins-telecom-industry-award-for-groundbreaking-generative-ai-automation-solution
https://www.einnews.com/pr_news/657214559/enterpriseweb-wins-telecom-industry-award-for-groundbreaking-generative-ai-automation-solution
https://enterpriseweb.com/cpu-first-generative-ai-enables-ai-powered-5g-network-automation-at-the-edge/
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EnterpriseWeb's Knowledge Plane supports deterministic reasoning over Snowflake’s AI 
Data Cloud allowing it to enrich analytics and inferences for optimized automation and AI. 
The ontology-based solution ensures accurate, explainable and logically consistent 
responses based on domain knowledge and a unified network view. The Knowledge Plane 
efficiently serves context to Language Models like Snowflake Cortex and provides shared 
memory via the MCP protocol and a secure AI Gateway for multi-agent coordination.  
 
At the TM Forum Innovation Americas event in Dallas last Fall, Sreedhar Rao, the Global 
Telecom CTO for Snowflake and Dave Duggal, founder and CEO of EnterpriseWeb, 
demonstrated how the Telco Knowledge Plane can project an ODA service inventory over  
Snowflake AI Data Cloud and expose TMF Open APIs to agents via the Model Context 
Protocol (MCP) through the platform’s secure AI gateway. A fully no-code, declarative 
solution for Autonomous Networking.  
 

About EnterpriseWeb® 
EnterpriseWeb is a New York-based software company that offers an award-winning no-
code platform for real-time, enterprise-grade, contextual automation. Developers can 
“talk to the platform” to design, deploy and manage services. Platform agents translate 
developer intent into action; they leverage an Ontology (i.e., graph connected domain 
model), rather than a Language Model, to deterministically interpret events and request, 
evaluate conditions, contextualize decisions and optimize actions.  
 
EnterpriseWeb is a Telecom virtualization and automation pioneer. The company ran ETSI 
NFV Proof-of-Concept #1, led a series of award-winning TMF catalysts, and was the first to 
demonstrate “Telco-grade Generative AI” in collaboration with Microsoft. Netwrx.ai is the 
company’s solution for intent-based orchestration and autonomous networking. Netwrx.ai 
includes a harmonized, standards-based Telecom Ontology which provides shared 
domain concepts, metadata and state to enable a unified network view, end-to-end 
automation and virtually-centralized policy control. For more information or to arrange a 
presentation email: info@enterpriseweb.com  
 
Blog: EnterpriseWeb is the ultimate backend for AI 

Webinar/Demo: Context-as-a-Service for Telco-grade AI (with Snowflake Agentic demo) 

Analysys Mason interview: Agentic AI: How telecoms operators can advance towards autonomous 
operations 

Webinar/Demo: The Telecom Ontology: The Missing Links for Level 4 Autonomous Networking 

https://enterpriseweb.com/enterpriseweb-presenting-its-telecom-ontology-with-snowflake-at-tmf-innovation-americas/
https://enterpriseweb.com/
mailto:info@enterpriseweb.com
https://medium.com/@daveduggal/enterpriseweb-is-the-ultimate-backend-for-ai-cff947417d8a
https://www.youtube.com/watch?v=-c75syFCO8U&t=10s
https://www.analysysmason.com/research/content/podcasts/operators-autonomous-operations-rma14/
https://www.analysysmason.com/research/content/podcasts/operators-autonomous-operations-rma14/
https://www.youtube.com/watch?v=cdkV2HSa7d0&t=1s

